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Recent years have seen a surge of both academic and general interest in implicit bias. 
Driving this concern is the surprising thesis, apparently established by tests like the IAT, 
that good people, who explicitly hold egalitarian beliefs, are subject to “implicit biases” 
that they lack control over, are not aware of, or are “arational,” leaving them unable to 
live up to their consciously-held moral values. We argue that this research does not, and 
without a fundamental shift in focus could not, establish this startling thesis. We show 
that such tests assume crude and implausible conceptions of explicit prejudice, leaving 
open the possibility that the morally bad and wrong actions supposedly best explained by 
something interestingly implicit are instead best explained by non-obvious but 
nonetheless explicit bias. Finally, we comment on the ethically significant risks of too 
quickly adopting the paradigm of prejudice encouraged by psychologists and 
philosophers who tout the dawning of the “Implicit Revolution.” 

 

I. INTRODUCTION 

During what some psychologists have dubbed the “Implicit Revolution,” a novel 

understanding of prejudice has emerged, according to which phenomena such as sexism and 

racism, once largely “explicit,” have now been driven “underground.”1 The claim is not that 

people have gotten better at concealing their morally objectionable views, or that prejudices have 

evolved and taken new forms over time, but rather that good people, who explicitly hold 

“egalitarian” beliefs, are subject to “implicit biases” that they lack control over, are not aware of, 

and that leave them unable to live up to their consciously-held moral values. 

                                                
1 Taken from Project Implicit, a “non-profit organization and international collaboration between researchers 
interested in implicit social cognition - thoughts and feelings outside of conscious awareness and control,” founded 
by three dominant researchers in this field, Tony Greenwald, Mahzarin Banaji, and Brian Nosek 
(http://projectimplicit.net/lectures.html). Other notable examples of this “revolution” in popular media include 
Malcolm Gladwell’s Blink, Shankar Vedantam’s The Hidden Brain (and NPR podcast), and Banaji and Greenwald’s 
Blindspot.  Hillary Clinton, in a 2016 speech, told a crowd that “implicit bias is a problem for everyone, not just the 
police.” 
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We argue that the research in empirical social psychology on implicit bias does not, and 

without a fundamental shift in focus could not, establish this startling thesis. This is because 

there are straightforward, unsurprising explanations of the results of implicit bias tests that do not 

involve postulating unconscious or arational attitudes of bias. These explanations are consistent 

with more plausible conceptions of how, for example, sexism and racism actually function than 

such tests assume.2 They undermine what are now taken to be the surprising and established 

results of implicit bias research insofar as they leave open the possibility that the morally bad and 

wrong actions supposedly best explained by something interestingly implicit are instead best 

explained by non-obvious but nonetheless non-implicit biases.3   

The lesson, especially for moral philosophers, is that we must be careful not to allow the 

common interpretation of these tests to encourage a conflation of moral phenomena that differ 

from one another: interesting and surprising unconscious bias, conscious though un-obvious bias, 

and consciously held, obviously morally wrong or bad beliefs and judgments.4 Cutting across 

these distinctions, we will focus on people who sincerely report egalitarian explicit beliefs and 

feelings, who are thus classified as lacking explicit prejudice, but whose performance of 

prejudiced actions would only surprise those with naive, or at least overly simplistic, 

                                                
2 There are tests for all kinds of prejudice; for simplicity, we focus on racism and sexism here.  
3 Of course, some psychologists are skeptical of the significance of implicit bias tests. For two critical meta-analyses 
see Oswald et al. (2013) and Forscher et al. (2016). Perhaps the most astounding conclusion reached by Oswald et 
al. is that explicit measures themselves do not reliably predicted biased behavior – though (also astounding) they are 
better than measures of implicit bias. 
4 There is a tendency among moral philosophers to accept the “findings” of social and empirical psychologists and 
then quickly move to questions about responsibility for implicit bias, or what we might do to minimize our biases 
and their effects. We think moral philosophers are well-positioned to turn a more critical eye on the supposed 
phenomenon itself, as well as toward better understandings of racism and sexism. Jules Holyroyd and Joseph 
Sweetman have argued that “implicit bias” is typically defined in a functional manner (e.g. “unconscious biases that 
affect the way we perceive, evaluate, or interact with people from the groups that our biases “target”), and thus 
includes heterogeneous phenomena whose differences we should not overlook. In particular, they argue that the 
attitudes captured under the label of “implicit bias” differ in content, bear different relationships to explicit beliefs, 
and yield differences in behavioral predictions. In contrast, we will argue that even this general, “functional” 
understanding of implicit bias is misleading: the research does not show that the biased actions it measures are best 
explained by implicit attitudes. 
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understandings of sexism and racism. The criticism goes beyond the current iterations of the 

dominant implicit bias tests, though even such a limited critique would undermine the 

conclusions that lie at the foundation of the interest in the phenomenon. Rather, the point is that a 

successful test for implicit bias would require a more nuanced understanding of explicit bias. 

Developing a suitably rich conception of explicit bias is a notoriously challenging task, one that 

needs attention not just from social scientists, but from moral philosophers and other humanistic 

scholars. There is no guarantee, of course, that such an understanding of explicit bias would lend 

itself easily to measurement in a psychological study. In any case, our point is modest: before 

one can begin to devise such a test, one must know what one is testing for. 

Finally, we raise a general worry with the recent emphasis on this mistaken 

understanding of prejudice and the bad and wrong actions that express it: when we too readily 

classify pernicious bias as unconscious or arational, we limit our understanding of ourselves and 

our ability to improve our moral lives and social circumstances. 

 
II. A SURPRISING DISPARITY: “THE HIDDEN BIASES OF GOOD PEOPLE” 

 The crucial conclusion that drives interest in work in empirical psychology and 

philosophy about implicit bias is that tests such as the Implicit Attitude Test (IAT)5 establish that 

disparities between what a subject “explicitly” believes, and the performance of morally 

significant actions that conflict with these explicitly held beliefs, are best explained by “implicit” 

mental phenomena, where “implicit” is taken, roughly, to mean “outside of conscious awareness 

                                                
5 Other dominant tests include the Go/No-Go Association Task (GNAT), the Sorting Paired Features Task (SPF), 
and the Brief Implicit Association Test (BIAT), Greenwald et al. (1998), Nosek & Banaji (2001), Bar-Anan et al. 
(2009), Sriram & Greenwald (2009). 
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and control.”6 To illustrate, a typical example of implicit bias might go like this: Aaron explicitly 

holds egalitarian views about men and women. He reports, for example, that he has no 

preference for men over women. But an implicit attitude test reveals that he holds “implicit 

attitudes of bias”; i.e. he (1) implicitly relates the concept “women” to the concept “home” and 

the concept “men” to “career,” and (2) these implicit associations best explain, for example, why 

Aaron, without realizing he has this tendency, tends to favor – of two identical CVs – the CV 

with a typical man’s name and not a woman’s despite his explicitly held moral beliefs. 

The disparity between what he explicitly believes and what he does is supposed to come 

as a surprise both to Aaron and to us. Consider, for example, this statement from Jennifer Saul 

and Michael Brownstein’s introduction to Implicit Bias and Philosophy:  

    
...until recently, most people who hold conscious, strong, and genuine egalitarian beliefs 

have not considered themselves to be part of the problem. Recent psychological research 

has made it clear that they are likely to be very wrong.  

  
Social psychologists were the first to tout how novel, and surprising, this conclusion is. 

Dovidio & Gaertner (2004), for example, claim that the results from empirical psychology are 

best understood as a new variation on an old tune, the “American Paradox,” that juxtaposes 

Americans’ explicit commitment to egalitarian principles with the persistence of systematic 

prejudice and discrimination in the United States. Psychologists Greenwald and Bananji are 

perhaps the most straightforward about the significance of the conclusion that good people have 

morally significant implicit biases. For Greenwald, learning of his own preference for whites was 

                                                
6 Exactly how we ought to understand “implicit” here is controversial, but most theorists agree that implicit biases 
are, at least usually, outside of the agent’s awareness and control. We discuss some of the proposals in more detail 
later in the paper. 
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a “moment of jarring self-insight…. I can’t say if I was more personally distressed or 

scientifically elated to discover something inside my head that I had no previous knowledge of.”7  

But we should proceed carefully as we take stock of what we’ve discovered, and why it is 

so surprising. After all, a disparity between deliberately false or misleading explicit statements 

and subsequent behavior would not be a surprising result.8 Moreover, testing a particularly 

unreflective person and finding a disparity would not in itself justify positing a new, otherwise 

hidden aspect of the human mind. For example, imagine that while Aaron sincerely reports 

holding strong egalitarian beliefs about men and women, he feels powerful emotions of 

frustration when he imagines a woman doing his job. But Aaron is not particularly self-

reflective, and so he doesn’t know of himself that he feels this frustration – like many in the grip 

of powerful emotions, he doesn’t acknowledge, even to himself, that he is feeling anything. 

When we then try to understand his tendency to select CVs with male names over CVs with 

female names, we need not appeal to any special kind of mental “blindness” to do so. 

Some of the philosophers and psychologists who contribute to the implicit bias literature 

are circumspect on this point.9 For example, Brownstein calls implicit biases “relatively 

                                                
7 Huston, Matthew. “Review of ‘Blindspot: Hidden Biases of Good People’ by Mahzarin r. Banaji and Anthony G. 
Greenwald.” https://www.washingtonpost.com/opinions/blindspot-hidden-biases-of-good-people-by-mahzarin-r-
banaji-and-anthony-g-greenwald/2013/02/08/4c42d6b8-6a1b-11e2-ada3-
d86a4806d5ee_story.html?utm_term=.d57a6528fd8b 
8 As Oswald et al. note, there is little to guarantee that the IAT even controls for this banal explanation of its results. 
They suggest that the test might be improved by “(a) ensuring respondents of the confidentiality and privacy of their 
responses, (b) allowing respondents to complete questions under conditions of anonymity, (c) stressing the 
importance of honest and candid responses, (d) using honesty pledges as part of the informed consent, (e) avoiding 
face-to-face reporting of answers to socially sensitive questions” (188). 
9 In contrast, the self-descriptions of recently-created institutions dedicated to educating others about the existence 
of implicit bias present the surprising story in its starkest, and perhaps most compelling form: “...implicit bias refers 
to the attitudes or stereotypes that affect our understanding, actions, and decisions in an unconscious manner.  These 
biases, which encompass both favorable and unfavorable assessments, are activated involuntarily and without an 
individual’s awareness or intentional control. Residing deep in the subconscious, these biases are different from 
known biases that individuals may choose to conceal for the purposes of social and/or political correctness. Rather, 
implicit biases are not accessible through introspection” (The Kirwan Institute for the Study of Race and Ethnicity at 
Ohio State University. http://kirwaninstitute.osu.edu). 
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unconscious and relatively automatic features of prejudiced judgment and social behavior.”10 But 

still one wonders: are the mental processes in question relatively unconscious because people 

tend to be poor at ethical introspection? The proposal must be more interesting than this: it must 

be that the biases posited are “relatively” unconscious because they are largely unavailable to 

introspection even by good, self-reflective people.  

But tests like the IAT have not shown this. In fact, the distinction between “implicit” and 

“explicit” encouraged by the empirical psychology literature invites a misleading conflation. 

Recall that tests typically involve having a subject respond so quickly that her actions (mentally 

sorting concepts, or performing a task such as deciding whom to shoot) are best understood as 

not being under her deliberate control. Does the fact that her responses were “automatic” in this 

sense show that they reflect something un- or sub-conscious, or unavailable to introspection?11 

No. An automatic reaction is something that one can be conscious of as explaining one’s action: 

a moderately self-reflective person can know that she is automatically feeling a rush of fear 

when she sees a black man coming toward her, and know that that fear explains why she is 

currently clutching her laptop.12 So, while the test may rightly detect an automatic reaction that 

expresses a prejudice, it would take more to show that the bias that is expressed is hidden or 

unconscious. 

 

                                                
10 Brownstein (2015). Our italics. 
11 There are other tests which use different measurements of “biased action”. See Oswald et al. for a discussion of 
these measurements, as well as a worry that at least some do not pick out a meaningful kind of discrimination (e.g. 
neuro-imaging results). We think that our argument in this paper could apply to this aspect of the implicit bias tests 
as well.  
12 A point suggested by Machery (2016) as well, though with some hesitation. We think the conceptual point is 
clear, but there is also empirical evidence that people can become aware of these supposedly “unconscious” 
attitudes. Here, the use of the term “unconscious” is crucial. Gawronski, Hofmann, & Wilbur (2006), for example, 
argue that indirectly-assessed attitudes are only “unconscious” in the sense that agents are unaware of the “impact” 
of their biases on their actions.  
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III. IMPLICIT BIAS AS AN “ARATIONAL” PHENOMENON 

Psychologists Fazio and Olsen are more careful not to conflate automaticity with 

unconsciousness, and they provide an alternative explanation for the disparities between action 

and explicitly-held moral commitments that does not rely on unconsciousness.13 And Eduoard 

Machery14 and Brownstein have emphasized that to call tests such as the IAT indicators of 

implicit mental phenomena because they themselves are “implicit” tests is to make a category 

error: the tests are “implicit” in the sense that they do not test for bias by explicitly asking people 

to report their own biases, but this does not mean that what they test for is implicit, understood as 

unconscious.  

Brownstein argues that the interpretation of these mental processes Fazio and Olsen offer 

is misleading. They assume that because such processes are automatic, they are largely out of 

our direct control and so reflect our “truly” held beliefs. We agree with Brownstein’s assessment. 

Brownstein also notes that the respect in which these responses are “automatic” is importantly 

unlike, for example, the automaticity of motor reflexes. Moreover, he points out that other results 

from empirical psychology seem to suggest that some people are able to control their biases 

when performing very quick actions.  

                                                
13 Fazio and Olsen (2003). 
14 Machery (2016) argues that implicit attitudes and biases do not exist. He claims that attitudes of bias are typically 
assumed to be mental states. Machery argues that “biases” are not mental states, but are “traits” (to be understood on 
the same model as, say, courage). Traits are not directly introspectable. Rather, some components of a trait (such as 
feeling of fear) can be introspectable. So, there is no such thing as implicit racism or sexism, although components 
of one’s racism or sexism can be more or less introspectable. He speculates that the results of implicit association 
tests (if they are accurate predictions of behavior, which he also is skeptical of) establish that people are just not very 
good at being aware of the introspectable components of their traits. We think there is still a thesis available to 
implicit bias scholars that does not involve the mistaken inference that because people cannot introspect their traits 
directly, they must possess those traits in some interestingly unconscious manner. Rather (as we discuss below) the 
thesis would be that the components of the trait (e.g. racism) which best explain a person’s biased behaviours are 
resistant to introspection. 
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These are puzzling conclusions, as Brownstein himself notes: “The discussion thus far 

may leave readers understandably confused. If implicit attitudes are neither unconscious nor 

automatic, then why consider them to be distinct from explicit attitudes?”15 His own answer is 

that these biases are “implicit” in the sense that they are “arational,” meaning that the mental 

processes that give rise to the biased actions do not “play by the same rules” that apply to 

judgment-sensitive, or “rational” attitudes and beliefs.16  

There are two ways to understand how a bias could be “arational,” one that will yield a 

surprising thesis, and one that will not. Begin with Brownstein’s interpretation of how implicit 

bias results in a biased action: 

      

Upon registering the name “Jamal”... stereotypes [about black men] may become 

activated. Because this is an associative process, the name Jamal may activate the 

concept lazy in independence of whether the person believes it to be true or false that 

people with the name “Jamal” tend to be lazy. Such activated associations may manifest 

in the consciousness of the résumé reader as a vague negative gut feeling, although this 

emergence into consciousness is not a defining feature.17  

     

If this association manifests in the consciousness of the reader as a negative gut feeling, should 

we posit a surprising aspect of mind to explain the reader’s biased actions? No. This is a variant 

                                                
15 Brownstein, (Forthcoming, p?.) 
16 Brownstein (Forthcoming, p?.) Neil Levy (2014), too, seems to argue that “implicit” attitudes are “arational”: 
their contents are “bound together associatively rather than propositionally”, whereas explicit attitudes have their 
contents “bound together in a more rule-based way” (31) and explicit attitudes “are constituted by, or at any rate 
entail, the set of dispositions that are normatively associated with an attitude with that content” (31). As a paradigm 
example of an “implicit attitude”, he uses the example of a phobia of spiders. We believe that our comments about 
Brownstein will apply to Levy’s proposal, as well.  
17 Brownstein (Forthcoming, p?.) 
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of a case we described above, in which Aaron experiences a feeling of frustration at the thought 

of a woman doing his job. On Brownstein’s interpretation, this would count as a case of “implicit 

bias,” and the bias here arational. But again, only someone with the crudest conception of the 

operations of racism and sexism would be surprised to learn that a person who had the “right” 

explicit beliefs, but who harbored the wrong “arational” feelings, might act in biased ways.  

But there is an alternative interpretation still open to Brownstein that really would yield a 

surprising result, if it could be established by implicit bias tests:  

 

People who possess (and do not just self-report possessing) a good level of self-awareness, the 

right moral beliefs, and the right feelings: 

(1) Experience certain conceptual associations (like black/danger, white/good, woman/home) 

and 

(2) Perform biased actions that are best explained by those conceptual associations. 

 
Perhaps this claim is what psychologists and philosophers have been excited about all along. But, 

as we will argue in the next section, those tests have not given us good evidence for the truth of 

that set of claims. And this is not just a worry about the tests as they currently exist. There are 

principled reasons why it would be difficult for the kinds of tests used by empirical psychologists 

to generate such evidence. 

 

IV. CURRENT TESTS AND THE COMPLEXITY OF MORAL EVALUATION 

In order for empirical work on implicit bias to be as surprising as it is typically taken to 

be, its results would need to hold for relatively self-reflective people who are morally good, at 
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least in the domain under scrutiny, in the sense that they do not harbor straightforwardly sexist 

and racist beliefs, nor slightly subtler, but nonetheless clear, forms of explicit bias (such as 

feeling frustrated when thinking about a woman performing his job).18 And controlling for this is 

not just a difficulty in testing; the question of what counts as explicit bias is difficult, and 

requires serious moral philosophical and theoretical work. We do not undertake this task here, 

but no deep or complicated theoretical lens is needed to notice the operations of subtle and yet 

explicit bias. Even a moderately critical eye toward society can notice that social reality makes it 

difficult to see and understand how one’s own perspective and actions can be produced by, and 

reinforce, inequalities.19  

         The dominant implicit association tests currently employ strikingly crude methods for 

assessing subjects’ levels of explicit bias. The most common method of explicit bias assessment 

involves a self-report of “temperature” on a 1-10 scale. The race version of the IAT, for example, 

asks participants “How warm or cold do you feel toward Black people?,” and “How warm or 

cold do you feel toward White people?” Participants are then asked which of a set of statements, 

ranging from “I strongly/moderately/slightly prefer White people to Black people” to “I 

strongly/moderately/slightly prefer Black people to White people,” or “I like White and Black 

people equally,” best describes them.20 This is the extent of the test for explicit racial bias in the 

                                                
18 Perhaps it is worth emphasizing that our use of the term “explicit bias” to cover these cases is in no way meant to 
imply Aaron is morally equivalent to someone who sincerely believed, for example, that women should never be let 
out of the home. 
19 To be fair, Bananji and Greenwald seem to be aware that the conception of a “good person” they assume to 
motivate their project is rudimentary. They write: “It is with some trepidation that we refer to ‘good people’.... We 
have no special competence (let alone the moral authority) to judge who is good and who is not. By ‘good people’ 
we refer to those, ourselves included, who intend well and who strive to align their behavior with their intentions” 
(xv). This is a significant concession. In order to establish a surprising and interesting thesis about implicit bias, they 
would need to show that good people do bad things as a result of it. It is also a somewhat puzzling one, since it 
implies that they do know what it means to intend well. Despite this, the way their test (the IAT) measures good 
intentions is, as we will see shortly, strikingly simplistic. 
20 Part of the explanation for why these tests are so crude is that “attitudes” in social psychology tend to be discussed 
in terms of “likings or dislikings” of things, which are then interpreted as reflecting “evaluations.” It is a good 
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race IAT. The methods the other dominant tests for implicit bias use to determine subjects’ 

explicit biases are equally unsophisticated. In fact, none of the SPF, the Affect Misattribution 

Procedure,21 and the GNAT, go beyond some version of the “feeling thermometer” and very 

basic self-reports of one’s preferences. 

These coarse methods of evaluating explicit bias are insufficient to detect, and so control 

for, the prejudices of agents who disavow what one might think of as straightforward racism and 

sexism, but who are nevertheless explicitly biased in slightly subtler ways. It is easy enough to 

imagine, for example, that a man who believes that women are goddesses who should be 

worshipped, but who lack natural aptitude in math, might report feeling the same “temperature” 

toward both men and women, or that a participant who explicitly harbored racist stereotypes 

about, say, black athleticism, strength, and sexual ardor, and white intellectual superiority, might 

report having no “preference for,” or feeling any difference in “warmth” toward, members of 

one racial group over the other. 

         Explicitly racist beliefs that don’t compromise feelings of “warmth” are only part of the 

problem; the temperature scale is too crude even to evaluate the moral quality of subjects’ 

feelings. Imagine, for example, a white person who feels afraid of black men when walking in 

public and is resentful of black men who seek power in public life, but who also feels a 

patronizing sense of compassion and a desire to do his duty to save black souls when he does 

outreach work for his church group. What is he to mark on the temperature scale when asked 

how he feels toward African Americans – lukewarm? Imagine he sincerely marks “5/10.” He is 

then asked to report how warmly he feels toward whites. Thinking to himself, “Well people are a 

                                                                                                                                                       
question whether what these tests ask a person to report can intelligibly be understood as “likings or dislikings,” or 
evaluations, in the ordinary senses of these terms, outside of any other context than very simple, consumer-like 
choices.  
21 Payne et al (2005). 



 
“I Love Women” | Reis-Dennis & Yao 

 

12 

mix of good and bad,” he marks “5/10.” He then performs an implicit bias test, and learns that, in 

a computer simulation, he shoots unarmed black men at a higher rate than armed white men. 

Those who accept the common interpretation of implicit bias tests would conclude that the 

discrepancy between his “egalitarian” warm feelings and his non-egalitarian associations express 

an implicit bias. 

Is this the right interpretation? Clearly not, if one thinks implicit bias must be 

unconscious. After all, we can easily imagine that the man in question is well aware of his 

feelings and beliefs about white and black people. Perhaps this should lead one to endorse 

Brownstein’s interpretation of “implicit,” on which the biases expressed by the associations are 

“arational.” But there is no reason yet to posit that this man’s attitudes are in any way 

interestingly resistant to reason. Moreover, even if some of the biases expressed by his 

associations were arational, they would only be “implicit” in a rather uninteresting sense. The 

suggestion that the man who resents powerful black leaders but who feels an urge to do his duty 

to save the souls of poor black people belongs to the category of “good people who hold strong 

egalitarian beliefs but who harbor arational biases” is highly misleading. Thus, Brownstein may 

offer a marginally more plausible understanding of the nature of the biases in question, but only 

at the cost of giving up what generated interest in implicit bias in the first place. 

 

V: THE MCCONAHAY SCALE AND GENERAL LIMITS 

Even if one admits that the current tests are inadequate, one may hope for a better test 

that more accurately gauged subjects’ explicitly biased judgments, feelings, and attitudes. John 

McConahay’s “Modern Racism Scale,” for example, goes beyond explicit statements of 

preference and temperature ratings by asking subjects to evaluate a range of statements, some of 
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which express what he calls “old-fashioned racism” (“It is a bad idea for blacks and whites to 

marry one another”) to ones that express newer forms of racism that may be seen as more 

socially acceptable (“blacks should not push themselves where they are not wanted”).22 Still 

more complex is the Ambivalent Sexism Inventory, developed by Swim et al, which asks 

participants to evaluate 22 statements about relationships between men and women and attempts 

to gauge subjects’ levels of both “hostile” and “benevolent” sexism. 23 

These explicit bias tests are dramatic improvements on the tests currently used by 

implicit bias researchers to control for subjects’ explicit biases. Still, it is controversial what it 

would mean, ethically speaking, to “agree somewhat” or “disagree slightly” with statements such 

as “When a woman gets a man to commit to her, she usually keeps him on a tight leash,” “Men 

are complete without women,” or “There are actually very few women who get a kick out of 

teasing men by seeming sexually available and then refusing male advances.” What an answer 

means and what it shows about a person and his or her attitudes is subject to interpretation in the 

light of theoretical insights about the nature of sexism.24  

It is important to see that a good theory of sexism or racism could reveal the significance 

of phenomena that one might otherwise have thought of as benign. For example, it is not obvious 

what the significance is of one’s differing reactions to the anger of men and women. Suppose 

that Aaron responds to male colleagues’ anger with genuine concern and conversation, and 

female colleagues’ anger with mock concern and dismissal. And suppose that the right 

interpretation of this behavior is in line with Marilyn Frye’s argument that because anger is 

                                                
22 McConohay (1981) and (1982). It is worth noting, however, that according to Oswald et al. measurements of 
explicit bias using this more sophisticated test do not reliably predict the performance of (measured) biased actions. 
23 Swim et al (1995). 
24 Moreover, one wonders how “well” one would have to perform on such an assessment for the inference from 
rapid-response association to implicit, as opposed to explicit, bias to be warranted.  
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righteous, women’s anger will be seen as coherent and rational only in domestic settings, or on 

behalf of others.25 If this is the case, then there is no need - yet - to posit that Aaron’s attitudes 

toward men and women are unconscious in any interesting way. The “unconsciousness” here 

results from the lack of a more sophisticated understanding of the ethical significance of his own 

patterns of reaction. Nor is there a need to characterize his attitudes as “arational.” Perhaps with 

this new interpretation of his behavior in hand, Aaron might be able to change his attitudes and 

actions through rational means.26  

To summarize, the theoretical lesson is that in order to successfully test for implicit bias, 

we must first know what explicit bias is. Determining what it is will be vexing and must be 

resolved through moral philosophical work and reflection rather than by psychologists and test-

makers alone. Explicit sexism, racism, and other biases operate in non-obvious and evolving 

ways that resist the simplification and reduction that psychological studies require.27 In the 

                                                
25 Frye (1983). This is not to say that we are here endorsing this argument; the point is just to illustrate what a 
theoretical lens can offer. 
26 One explanation for why discussion of issues such as sexism and racism in moral philosophy can be so thin is 
that we currently have a limited vocabulary, in both ordinary language and in philosophy, to describe many hazy 
forms of non-implicit bias. It’s a mistake to classify each of these cases simply as instances of “sexism” and 
“racism,” if those terms imply that the subject is doing something morally wrong. But it is also a mistake to assume 
that because the agents in question are not performing morally impermissible actions their behavior isn’t morally 
bad in a thick sense. (Similarly, being cowardly or stingy isn’t morally wrong but may be morally bad). For these 
ambiguous cases, we are left groping for words and end up using labels such as “offensive,” which, on any feasible 
understanding of, e.g. racist or sexist oppression, fails to get to the heart of the issue 
27 To illustrate how difficult it is to understand prejudice, think of the various interpretations one could have of the 
following phenomena: (1) Sean Spicer claiming that Jews were brought to “Holocaust Centers”; (2) the statement: 
“The success of Asian-Americans shows that racism is not a significant factor in limiting the progress of African-
Americans”; (3) remarking while watching the NBA Finals that basketball is “a surprisingly elegant sport”; (4) the 
conclusion that women who are not sexually attracted to you must be resentful lesbians; (5) someone casually 
referring to adult black men and women, respectively, “boys” and “girls”; (6) affirmative action bake sales 
sometimes held on campuses by opponents of affirmative action policies; (7) a failure to remember the names of the 
two Latino men in one’s class; (8) the scene from the movie The Blind Side in which Leigh Anne Tuohy (played by 
Sandra Bullock) explains to Michael Oher (played by Quinton Aaron) how to play football; (9) “Missing White 
Woman” syndrome, as coined by Gwen Ifill; (10) using the same vocabulary to describe the NFL Combine and the 
Kentucky Derby; (11) “Bros before hoes”; (12) college party themes: “Conquistabros and Navahoes,” “King Tuts 
and Egyptian Sluts,” “MLKeg Day”; (13) bragging at a work happy hour: “I majored in business, but I became a 
real expert in women’s studies in college, if you know what I mean…”; (14) making fun of a man for the way he’s 
eating a banana. 
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absence of a robust and subtle understanding of, and plausible tests to control for, various 

explicit forms of bias, such tests will never deliver on their ambitious promises.   

 

VI: THE LIFE-HACK VIEW OF MORAL PROGRESS 

At this point, one might conclude that while empirical tests for implicit bias are not 

showing exactly what they purport to show, they are nevertheless excellent tools for 

demonstrating to people the ways in which racism and sexism operate in subtler ways than one 

might think, and that this is a good thing. It is easier, after all, to begin a conversation about 

racism by talking about how difficult it is to notice and how little control one has over it. And 

perhaps interventions based on the assumptions made by the implicit bias literature in fact end up 

reducing biased behavior. So, what is the problem? 

One serious problem is that the rise of this way of thinking about prejudice has spawned a 

new model of thinking about how make our moral lives better. The new model encourages a 

skepticism of the methods of interaction consistent with what Strawson called the “reactive,” or 

the “participant” stance (education, reasoning, and blaming attitudes such as indignation and 

resentment that might give rise to feelings of guilt and prompt apology). This is unsurprising; 

after all, one cannot overcome a truly “arational” prejudice through an exercise of rationality. If a 

bias is genuinely implicit, it is by definition resistant to many of the modes of reasoning 

consistent with the participant stance. The tools that have been recommended as alternatives to 

engaging in rational persuasion, (which we call “life hacks” in a nod to the popular genre of 

internet self-help articles) include retraining one’s own conceptual associations (for example, 

pressing a button labelled “NO!” when one sees stereotype-consistent images, e.g., of a black 

face paired with the word “athletic,” or “YES!” when one sees stereotype-inconsistent images, 
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e.g., of a white face paired with the word “athletic”), as well as various “strategies” such as 

interacting with members of groups one is prejudiced against.28 

         It is still an open question whether these life hacks make one less likely to perform biased 

actions, but let’s grant that they do.29 Would such success show that the biases these life-hacks 

help to overcome were genuinely implicit? One might think so. After all, without changing the 

agent’s explicit attitudes at all, and without engaging his rational capacities, the interventions 

would eliminate certain associations and stop certain biased actions. But the conclusion that this 

is evidence that the biases themselves were implicit is too hasty. The fact that the associations 

were undermined through arational methods does not show that they didn’t express, and even 

arise from, explicit feelings and beliefs. If, through electroshock therapy, one could get a lover of 

Walt Whitman to associate “Whitman” with “bad” so that even the sight of a copy of Leaves of 

Grass made her recoil, this would not show that her love of Whitman, and her propensity to 

favor his poetry over other reading material, was in any way “implicit.” (Nor would it 

necessarily show that she didn’t still love Whitman’s poetry, even if the name “Whitman” left 

her feeling nauseated or anxious).30  

 Effective or not, life-hacking to reduce bias comes with at least two costs that we do not 

think have been fully recognized. First, if we are right to suspect that many automatic 

associations and actions are expressions of explicit, rather than implicit, biases, then life-hacking 

                                                
28 Immediately, we should notice that the grouping of these kinds of “de-biasing” techniques, involves a significant 
philosophical choice. Suppose one reads Ralph Ellison’s Invisible Man and comes to a new understanding of how 
black men experience oppression, and how that experience can be shaped and upheld in subtle ways. Or imagine one 
becomes very good friends with a Pakistani neighbor and comes to a new understanding of Muslims. Given that one 
did not achieve these new understandings through rational argumentation, is the elimination of bias an “arational” 
process? However one wants to label it, it is ethically different from conditioning oneself through pushing “YES” or 
“NO” buttons repeatedly. 
29 Though as Lai et al. (2013) conclude, there is little evidence that these strategies are effective. While it seems as 
though they may be able to effect one’s measured “implicit bias”, these changes do not last, and moreover, do not 
correlate with changes to an agent’s actual behavior. 
30 See The Clockwork Orange. 
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will not address the root of the problem it claims to solve. Yes, it may succeed in de-

programming, but it will not inform, educate, or persuade, and, as a result, the scope of its 

success is bound to be limited. It won’t lead people to better understandings of racism or actually 

convince them of the arguments in favor of anti-racism. It won’t encourage someone like Aaron 

to think about why he tends to find the anger of women amusing, to reconsider throwing a 

“Conquistabros and Navahoes” party, or to think about the significance of being condescended to 

because of one’s gender or race.31  

 The conception of bias as uncontrolled, unconscious, and compatible with moral 

goodness, encourages the second moral cost of the life-hack model: the absolution or mitigation 

of moral responsibility for one’s biased actions. We have suggested that the life-hack model 

encourages taking on the objective, rather than participant, stance toward biased agents 

(including oneself!), emphasizing programming, treatment, and management as opposed to 

reasoning, conversation, and blaming. If we are right that much of the bias expressed by rapid 

association and action is explicit, the kind that could in principle be addressed by rational 

argument, engagement with richer understandings of prejudice, and other actions consistent with 

standard practices of holding a person responsible, then the life-hack model does a disservice to 

both victims and perpetrators. By letting those who express subtle, but nevertheless explicit, 

prejudice off the hook, we deny victims the chance to demand and receive fully satisfying 

apologies and to explain why wrongdoers’ actions reflect morally bad beliefs and/or attitudes, 

                                                
31 At this point, one might argue that life-hacking should be paired with education and conversation to achieve 
maximum success. But it isn’t clear why such education and conversation should be necessary if the biases in 
question are genuinely implicit. Only an understanding of the biases expressed as explicit, such as the one we 
suggest, would explain the need for, and the success of, such methods. More importantly, though, conversation of 
the kind we have in mind is incompatible with an understanding of the biases in question as implicit. In fact, it is 
often seen as a virtue of the life-hacking approach that it is non-judgmental, encouraging subjects to think of 
themselves as well-intentioned, good, and innocent victims of their unconscious, arational associations. This 
understanding of biased agents, though perhaps easy to present to the agents themselves, cannot be squared with a 
need for an increased understanding of, and reasoning through, their own explicit prejudice.  
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and not merely unfortunate associations. Similarly, we deny perpetrators agency, manipulating 

them rather than treating them as moral agents we can reason with, persuade, educate, and 

blame. 

Of course, successful de-biasing would have significant consequences, and we are open 

to the idea that those consequences may, in certain cases, simply outweigh other concerns. We 

have no recommendation about how we ought to proceed, and it would take careful moral and 

practical thinking to make a good one. What we emphasize is this: If indeed the life-hack 

strategy does turn out to be the only effective method for reducing pernicious expressions of 

bias, whether implicit or explicit, this would be a depressing fact, and one that should not be 

taken lightly. The conclusion that such means are necessary should be seen not as an opportunity 

to toast the dawning of an exciting new era of science-based approaches to anti-racism, but rather 

as a disturbing concession that we cannot mitigate racism and sexism while also treating and 

understanding each other as moral agents. This should be seen for the pessimistic conclusion it 

is, regardless of the cheerfully progressive attitude that can sometimes accompany it. Our 

argument, that psychologists and philosophers in this debate have not shown that the biases in 

question are indeed implicit in any meaningful or interesting sense, gives us reason to eschew, or 

at least delay, such pessimism.32  
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